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Abstract—This work presents FOVEA, an add-on suite of
analytic tools for the forensic review of video in large-scale
surveillance systems. While significant investment has been made
toward improving camera coverage and quality, the burden on
video operators for reviewing and extracting useful information
from the video has only increased. Daily investigation tasks (such
as searching through video, investigating abandoned objects, or
piecing together information from multiple cameras) still require
a significant amount of manual review by video operators. In
contrast to other tools which require exporting video data or
otherwise curating the video collection before analysis, FOVEA
is designed to integrate with existing surveillance systems. Tools
can be applied to any video stream in an on-demand fashion
without additional hardware. This paper details the technical
approach, underlying algorithms, and effects on video operator
performance.
Index Terms—video surveillance, video analytics, forensic investigation, video review, facility protection, video management
system

I. I NTRODUCTION
Video surveillance systems have grown in sophistication
over the past two decades, becoming ubiquitous in both privately owned venues (malls, stadium) and public spaces (transportation hubs, city streets). Live monitoring and recorded
video serve to deter crime, solve crimes [1], provide evidence
for prosecution, and act as a force multiplier for otherwise
limited numbers of security staff.
While the number and sophistication of CCTV recording
technologies (cameras, servers, network infrastructure, and
display walls) has grown, the review of video remains a
heavily manual task [2]. It is impossible for a limited number
of operators to continually monitor all feeds across a camera
network, complicated further by known human-factors issues
of visual overload, vigilance, change blindness, and task
interruption [3].
In many security settings, such as operation centers of
critical infrastructure (airports, rail systems), video is used in
a reactive sense. An operator is cued in some way, typically
via report of a suspicious person or item, a trip-wire alarm,
or automated alert from the video system itself. The operator
then needs to find relevant cameras, locations, and time ranges
in order to investigate the event.
This material is based upon work supported by the Department of Homeland
Security Science and Technology Directorate under Air Force Contract No.
FA8702-15-D-0001. Any opinions, findings, conclusions or recommendations
expressed in this material are those of the author(s) and do not necessarily
reflect the views of the Department of Homeland Security.
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While it is possible to view dozens of feeds simultaneously, digesting that video data into actionable information for
security operators remains a challenge. Automated software
technologies usually focus on monitoring tasks such as detection, tracking, or alerting; however, these alerts still require
a response. Poor performance from automated systems may
increase the burden on video operators if there is significant
interaction required (e.g., fixing broken tracks, reviewing false
alerts, continually tweaking parameters of rules-based algorithms).
In this paper, we present a suite of forensic review tools
within a lightweight application that can be integrated with
existing surveillance video management systems, without the
need for installation of new hardware infrastructure. The suite
is called FOVEA (Forensic Video Exploitation and Analysis)
and is named after the portion of the human visual system that
enables very high acuity vision. The analytic capabilities are
flexible enough to be used for daily investigation needs as well
catastrophic circumstances, such as a terrorist threats. Most
importantly, the tools can be applied to any available video
feed on demand, and do not require exporting or preprocessing
of the video data before analysis (e.g., building searchable
databases). Because of this design, FOVEA makes existing
surveillance systems more efficient and effective without (often significant) hardware upgrade or maintenance costs.
The intended end users of the prototype tools are security
operators, detectives, and other personnel who use video
surveillance systems for the protection of large facilities and
unstructured crowds (mass transit agencies, airports, commercial shopping centers, stadiums, concert venues, etc.).
This research and development effort provides the following
contributions:
•
•

•

•

Novel analytic capabilities that accelerate video review
for many forensic investigation tasks
Extremely efficient algorithm implementations that do not
require new or specialized hardware (e.g., GPUs or large
servers)
Implementation of tools as a lightweight add-on that
is directly integrated with existing video surveillance
systems, therefore not requiring export or download of
video before analysis
Demonstration in operational environments along with
laboratory experimentation to quantify time savings

II. BACKGROUND
A. Video Management Systems
Existing commercial video surveillance systems include
cameras, video recorders, and the network infrastructure to
transmit and display many video feeds simultaneously. Basic
viewing capabilities are provided, such as player controls, ability to drag and drop camera views, and ability to synchronize
playback. The number of cameras ranges from dozens (for
small facilities) up to several thousand (mass transit systems
or airports).
Video is stored in centralized servers and encoded in proprietary formats. Organizational policies dictate duration of
storage, and how the data may be accessed, manipulated, used,
or transmitted. In most cases, these policies and the sensitivity
of the data prohibit the use of commercial analytics that require
video data to be transmitted to cloud-based servers for analysis
by computationally expensive algorithms (e.g., deep learning
based).
B. Video Analytics
Video analytics is a broad term that refers to the extraction
of useful information from video data (see [4] for survey
article). In the realm of physical security, commercially available analytics generally fall into the following categories:
Rules-based Area Monitoring (detect motion in a restricted
area), Object Detection and Tracking (pedestrians, vehicles,
abandoned luggage), or Event Detection (wrong-way motion,
loitering, falling down).
These classes of analytics provide real time detection and
alerting capabilities and can reduce the amount of live monitoring performed by operators. However, these alerts also add
to the volume of reports that need to be reviewed.
C. Video Investigation
The most critical task for security operators is responding
to these reports and automated alerts. In case of verbal reports,
the operator first needs to find relevant camera views and time
ranges. Given the sheer number of cameras and complexity
of scenes, this task can be time consuming if the operator
does not already have a mental model of where cameras
are placed physically. Next, the operator manually views the
video using standard controls for playing, rewinding, and fast
forwarding through video. If the event under investigation
spans multiple cameras, the complexity of the task increases
substantially; for instance, if a person-of-interest leaves the
field-of-view of the camera, finding the next best camera view
can take time. Documenting the results of the investigation
and exporting individual video clips from many cameras
for evidentiary purposes is tedious. This process can tie up
security staff for hours to days, depending on the complexity
of the investigation.
D. Related Research
Recent research efforts have made significant progress in developing tools for automated forensic investigation, documentation, and evidence organization. Project ivisX [5] presents
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an architecture and software demonstration for an end-to-end
forensic investigation pipeline. BIOFoV [6] presents an open
and extensible architecture that automates common calibration
and enhancement operations, and adds novel biometric feature
extraction. SIGMA [7] presents solutions for inter-agency,
collaborative analysis and investigation across disparate video
systems. The FLORIDA project [8] presents a scalable audiovideo analytics platform specifically for post-event analysis of
terrorist attacks.
E. Unaddressed Challenges
With the exception of [7], much of previous research utilizes
video files or manually constructed repositories of video data
that include additional metadata. These efforts overlook one
of the most significant technical challenges: accessing and
processing video feeds in near-real time. Again, the goal of
this effort is to develop tools that can aid the operator in an
on demand fashion for immediate alarm resolution, near-real
time situational awareness, and response to events in progress.
III. T HE FOVEA T OOL S UITE
In our discussions with end users, we have identified efficient forensic review as a major capability gap in existing
commercial systems. Our research aims to address this gap
through the development and evaluation of prototype video
analytics, which are combined into a tool suite named FOVEA
(Forensic Video Exploitation and Analysis). These capabilities
include:
• Video Summarization: Condenses all motion activity
within video into a very short visual summary. The
summary also acts as an interactive (clickable) index into
the original video sequence.
• Jump Back: Automatically seeks to the portion of video
when an abandoned object first appeared, so that the
operator can immediately understand the circumstances
surrounding the abandonment.
• Multi-Camera Navigation and Path Reconstruction: Assists an operator in tracking a person-of-interest across
multiple camera views. The operator can annotate video,
seamlessly traverse between camera views, and reconstruct an evidential video by automatically combining
snippets from many cameras.
The main interface for FOVEA is shown in Figure 1. The
application was developed in C++ and Qt, and runs on any
64-bit Windows 7 or 10 machine. General requirements are
1 GHz processor and 4 GB RAM, though FOVEA will take
advantage of multi-core processors if available. FOVEA does
not require specialized components such as GPUs.
A. Video Summarization
The Video Summarization tool reduces the amount of time
needed to review video content by generating a short summary
clip of the motion activity in the scene. Rather than watching
all the activity in serial (e.g., fast forward) the summary
shows activity in the scene overlaid in parallel. This enables
the user to quickly get a gist of the patterns of activity,

computer with a 4-core CPU. When integrated with a VMS,
the overhead of transfer of video data can increase computation
time to 4-7 minutes per hour of video.
3) Use Cases: The Video Summarization tool is useful for a
number of search and review tasks, for example: Did someone
enter/exit a restricted door? Did a vehicle enter the wrong
way? or Did a person fitting a description pass through this
camera view?
It is also important to note the usefulness in challenging
negative cases, where an operator must confirm the absence
of an event: Confirm that no one entered this restricted area,
Confirm that no one tampered with this object, or Confirm
there was no unusual activity over a very long time period.
B. Jump Back
Fig. 1. Main Interface The FOVEA interface includes standard video controls
and various panels for viewing image chips. The analytics can be accessed
through file menus and tabs. This figure shows transition zones (highlighted,
clickable areas overlaid on the video) and anchor points (series of image chips
under the player). Example video is from the i-LIDS multi-camera tracking
dataset [9].

or key in on visually salient events in the scene. The end
product, or summary, serves as an interactive visual index
the user can highlight and click an activity in the scene to
load the original video. Additionally, the user has control over
the visual density of activity (temporal compression) when
reviewing the summary. In past user testing [10], the tool was
shown to provide a 100x-300x speedup over real-time video
review for sample search tasks.
Standard approaches to forming a video summary often rely
on detection and tracking of individual objects (e.g., people,
vehicles) in the scene [11]. The success of these methods
depends upon the characteristics of the scene; difficulties include occlusion, track confusion, or low resolution. To address
these challenges, the developed method [10] replaces trackbased activity mapping with a temporally cyclical pixel-based
activity mapping approach. In this method, all activity within
a video of length N0 image frames is mapped to a summary
of length N1 frames.
Parameters such as temporal compression (inversely proportional to N1 ), motion sensitivity, and playback rate can be
adjusted on-the-fly during viewing. The operator can highlight
activities to see the time of occurrence and any other activity
happening at the same time. Clicking on the highlighted
activity will launch a second player, with video cued to that
time in the original video stream.
1) Key Benefits:
• No activity tracking or pixel clustering is required
• Activity continuity and co-occurrence are preserved
• Each summary frame can be computed on-the-fly, meaning that the operator can dynamically adjust the summary
length or the activity sensitivity with zero formation lag
time
2) Computation Time: Summarizing 1 hour of video takes
2-3 minutes when working from a video file on a desktop
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The Jump Back tool helps to quickly evaluate the context
surrounding a left-behind or otherwise suspicious item, which
is a common task for video operators. Given an idle object
in the scene, the tool automatically jumps to the time period
in the video when the object first appeared. At this point the
operator evaluates the context of the situation and respond
accordingly.
The algorithm mimics how a human operator might approach this task. Rather than simply rewinding the video, it
jumps backward in time, with exponentially increasing time
deltas, until the object is deemed not present. In the second
phase, a divide-and-conquer approach is used to refine the
estimate of when the object appeared.
Algorithm 1 Jump back until object not present
tcue : time of cue bounding box
teval : time of frame under evaluation
while object is present do
N ←N +1
teval ← tprev − (δtN )
tprev ← teval
if no motion within region of interest then
score ← image comparison (intensity, color, edge
content)
if score > threshold then
set object not present
return Tbef ore ← teval
end if
end if
end while
1) Phase I: Jump back until object not present: The process
begins with a user-drawn bounding box surrounding an object
(or part of object). This image chip serves as the cue reference
frame from which edge, color, and intensity information is
extracted. As detailed in Algorithm 1, the algorithm then
jumps back by an initial time duration δt and performs the
following procedures:
Motion Estimation: After jumping back in time, the motion
within the bounding box is evaluated over a short time window.
If the amount of motion exceeds a certain threshold, it is

assumed that the object is temporarily occluded by people
walking in front of it. The algorithm will not make a comparison and will instead continue jumping backward in time.
Otherwise, a comparison is made to see whether the object is
still present.
Comparison of Image Features: Image features including
the edge content, color, and intensity are extracted. Features
of the frame being evaluated are compared to those of the
cue reference frame. The algorithm is looking for significant
change in shape and color rather than the explicit presence
of an object against a known background, which would be
a more computationally expensive approach. If this change
exceeds a particular threshold, the object is deemed not
present. Otherwise, the object is still present and the algorithm
continues jumping back by an exponential scaling factor, N .
The scaling factor (increasingly longer jumps) provides a
balance between computation time and robustness to both
short and long idle time periods. The cue image is periodically
updated to accommodate slowly changing illumination over
long time periods.
Algorithm 2 Refine time window of object appearance
Tbef ore : time before object appearance
Taf ter : time after object appearance, initialized to tcue
while (Taf ter − Tbef ore ) > allowable time window do
evaluate at middle of time window
teval ← (Tbef ore − Taf ter )/2
if object not present then
Tbef ore ← teval
else
object still present
Taf ter ← teval
end if
end while
2) Phase II: Refine time window of object appearance:
In the second phase of processing (see Algorithm 2), the
algorithm jumps forward in time, halfway between not present
and the earliest still present time. This divide-and-conquer approach is repeated until the estimated window for the object’s
appearance is narrowed to a reasonably small timeframe (e.g.,
10 seconds).
3) Computation Time: The Jump Back algorithm is applied
only to the area within the bounding box and is quite efficient.
Typical processing time is a few seconds, but it can take tens of
seconds if the object has been present for many hours or days.
The rate at which frames can be retrieved from the VMS is
the largest factor in total processing time. The parameters for
δt and exponential scaling factor N can be tuned depending
on the characteristics of the VMS.
4) Use Cases: The Jump Back tool was designed to reduce
the workload of operators who receive many reports of leftbehind items. In addition to idle objects, Jump Back can also
be used as a general change detector for daily investigation
tasks; for instance, determining when an object disappeared
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(e.g., stolen bike) or when an object’s appearance changed
(e.g., graffiti on a wall).
C. Multi-Camera Navigation and Path Reconstruction
Large-scale video surveillance systems allow viewing of
multiple camera feeds simultaneously. However, tools that
enable a security operator to follow activity from one camera
view to another are lacking, especially when camera fields-ofview do not overlap. The Path Reconstruction Tool addresses
this need; it allows operators to annotate activity in video,
seamlessly traverse between camera views, and reconstruct
an evidential video by automatically combining snippets from
many cameras.
The tool incorporates several user interface capabilities that
support operators during multi-camera video investigations.
Transition zones (clickable regions overlaid on the video)
direct a user to neighboring camera views, eliminating the need
to pause the video to find a specific camera from a list or menu.
Additionally, sightings of the person can be bookmarked as
path anchor points. These anchor points are used to reconstruct
a composite video showing each observation stitched together
over time, or may be clicked to return to the corresponding
time in the original video. While the tool is agnostic to object
type (person, vehicle, bag), we focus on the task of following
a person-of-interest across multiple cameras.
1) Transition Zones: Transition zones define links between
two camera views. Each zone is defined by its shape (coordinates of a polygon), the camera’s unique identification number,
and the zone (in another camera) to which it is linked. Zones
are placed at each major entrance/exit area in the scene. In the
mass transit environment, the shapes and placement typically
correspond with main foot traffic routes.
When a zone is clicked, FOVEA will immediately switch
to the new camera view. The zone corresponding to the
previous camera is shown in a different color to give the user
contextual information and provide a method for backtracking.
The neighboring camera can also be previewed by hovering
over the transition zone. See Figure 2 for more details.
2) Automatic Transition Zone Estimation: Defining transition zones is a one-time, offline configuration step, but the
manual creation of each link can be time consuming. To
reduce this burden, zones can be estimated algorithmically
and later confirmed or edited by the end user. The process
uses video of one person walking through all camera views
during off-hours. Using a pedestrian detection algorithm, the
location and appearance information of the person is tracked
over time. In practice, a simple color matching algorithm is
used to eliminate detections of other people who may be in
the scene.
Once high-confidence detections are compiled, the entry and
exit zones of each camera view are estimated based on the time
and location of the person. In the simplest case, the person
exits one camera and reappears in the next camera after a
few moments; transition zones linking the two cameras are
placed at the location of the last/first sighting, respectively.
Additional logic is used in the cases where camera density

Fig. 2. Transition Zones Example of transition zones that connect multiple camera views. Source video is from [9].

increases (causing the person to appear in multiple cameras
at the same time) or significant gaps exist (person is missing
from any view for long period of time).
3) Anchor Points: Anchor points, or bookmarks, are usually
marked by the operator as a person enters and exits a camera’s
field of view. The anchor point consists of a bounding box
(upper left corner x,y coordinates, along with width and
height), time in milliseconds since epoch (January 1, 1970
UTC), and the camera’s unique identification number. Anchor
points are displayed as clickable thumbnails.
4) Video Reconstruction: The algorithm for reconstructing
a composite video uses the time of each anchor point to
determine what portion of video to include, and when to switch
between cameras. At least two anchor points are required
before the video can be constructed, and the beginning and
end times of the video correspond to the earliest and latest
anchor points, respectively.
Assuming the user has marked anchor points as the person
enters and exits each camera view, the algorithm will switch
videos at a point in time that is halfway between the last anchor
point in the current camera view and the first anchor point in
the subsequent camera view. Additional logic is executed for
cases when two observations are separated by a large gap in
time, or when resolution is not uniform across the camera
views.
The final reconstructed video can be exported to a video
file in MPEG-4 or other standard compression format. The
originating camera name, date, and time are superimposed
under the video.

978-1-7281-5092-5/19/$31.00 ©2019 IEEE

5) Computation Time: Computing the time windows to be
included in the composite video has negligible computation
time. Any latency is typically due to the overhead of communicating with the video management system (VMS) and
acquiring new camera streams. Exporting the video to file
can take a few minutes or longer depending on the length
of the video, number of camera views, VMS communication
overhead, and resolution of each camera.
6) Use Cases: The Path Reconstruction tool is useful for
following the activity of a person-of-interest across multiple
camera views and producing a composite video that illustrates
the activity in a concise way. The composite video can be
used for collaboration with other investigators. Additionally,
the annotation metadata (camera identification numbers, timestamps) can be stored for later reference. This tool can be used
for other tasks such as vehicle tracking.
IV. I NTEGRATION WITH V IDEO M ANAGEMENT S YSTEMS
Many forensic tools presented in literature require that video
first be exported to file before analysis. This time-consuming
requirement negates the usefulness of the tool in operational
settings. To alleviate this burden, FOVEA integrates directly
with the VMS archive servers so that analytics can be applied
to any active video stream in an on-demand fashion.
A software communications architecture was developed to
seamlessly integrate with a VMS through the use of software
development kits (SDKs) from the vendors. Many technical
challenges needed to addressed, including non-deterministic
behavior of the VMS, network latency, gaps in video, compres-

sion artifacts, and speed of frame acquisition. VMSs provide
smooth playback, but are not optimized for jumping around
the video as required by analytic algorithms.
V. O PERATIONAL E NVIRONMENTS
FOVEA has been pilot-tested at several security operations
centers to gather feedback from end users. Anecdotal evidence
has shown usefulness for many common tasks, as well as
creative uses that were not envisioned by the developers.
Users have confirmed that tasks are accomplished faster with
FOVEA than if manually searching and reviewing the video.
Complex investigations that typically require many hours (or
multiple investigators) were accomplished in minutes or tens
of minutes. In several cases, use of FOVEA led to more complete discovery of events in video by highlighting information
that was previously missed via manual review.
VI. H UMAN P ERFORMANCE G AIN
While it is difficult to quantitatively measure the time savings provided by FOVEA in operational settings, small-scale
laboratory experiments were performed to assess the benefit
of various component tools within the suite. The following
analysis focuses specifically on the Multi-camera Navigation
and Path Reconstruction capabilities. Video Summarization
has previously been shown to provide 100-300x time savings
[10]. Jump Back has been evaluated for accuracy, but not yet
evaluated for time savings in the context of operational alarm
resolution.
A. Experiment
Eight participants performed two investigation tasks under
separate conditions. The tasks involved tracking a personof-interest (POI) through multiple cameras with the goal of
producing a complete record of the person’s location while in
the facility. Video data from a major US metropolitan subway
system was used.
Tasks were performed after a brief training period. Each task
was limited to 30 minutes. The order of conditions (combinations of tool and scenario) was balanced across participants
so that any performance gain could not be attributed simply
to the participant becoming more familiar with the tool.
FOVEA was instrumented to log usage information. Data
was recorded whenever a user switched cameras, added an
anchor point, used the slider to seek to a new time in the
video, or performed other actions.
1) Control Condition: Participants performed the task using
a Baseline tool: a single camera view and standard player
controls. Participants had paper copies of a facility map with
camera locations listed, since it is assumed that security operators have this information available (if not already memorized).
2) Test Condition: The test condition included the same
player, as well as FOVEA’s transition zones (for navigating
between camera views) and anchor points (the ability to bookmark sightings of the person). This functionality is referred
to as the Full tool. If a participant lost track of the POI, it
was possible to click on a previous anchor point to resume
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investigation. Participants also had a facility map, as in the
control condition.
3) Scenarios: Two scenarios were used. Each involved
a POI walking through the subway environment (entering/leaving the station, using stairs or escalators, moving
between train platforms, and boarding/leaving a train). In
scenario 1, the person was present in the facility for 25 minutes
and appeared in 18 separate cameras (usually more than once).
Scenario 2 was just over 4 minutes long, and the person
appeared in 14 camera views.
B. Results and Analysis
Several insights were gained from this experiment. First,
participants were not reliant on the facility maps when they
had access to transition zones. Those using the Baseline tool
spent time writing notes on the maps, including what time the
POI appeared in each camera. A second observation was that
on many occasions, the participants would get lost in the video,
meaning they advanced to a time or camera view where the
person could no longer be seen. They would then refer to the
written notes and spend a lot of time searching for the person
again. In the Full tool, participants could recover quickly by
clicking an anchor point to return to a previous sighting.
The logged data was used to determine the effect of transition zones and anchor points on video review rates. Overall,
tracking a person across multiple cameras is done much slower
than real time. As shown in Table I, the rates ranged from 0.18
to 0.39x using the Baseline tool, and 0.31 to 0.88x using the
Full tool. When using the Full tool, the review rate increased
for all eight participants, with a mean speedup of 1.75 times
their base review rate.
TABLE I
V IDEO R EVIEW R ATES
User 1
User 2
User 3
User 4
User 5
User 6
User 7
User 8
Mean (Std)

Baseline Tool
0.25
0.39
0.18
0.36
0.35
0.24
0.36
0.23
0.30 (0.08)

Full Tool
0.47
0.56
0.35
0.68
0.46
0.31
0.88
0.40
0.52 (0.19)

Speed Up Factor
1.85
1.44
2.00
1.90
1.32
1.29
2.46
1.75
1.75 (0.40)

A second metric of interest is path completion. Rather than
measuring how fast a participant can track a person, here we
measure how effectively the participant completes the task.
Figure 3 shows a timeline of the experiment, where the gray
bars indicate all possible times when the POI can be seen. The
portions that the participant actually reviewed are highlighted
in red, and any anchor point is marked as a red diamond. If
the participant perfectly tracked the individual and viewed all
possible sightings, the red highlight would overlap all of the
gray portions.
Participant 1 discovered only 6 (of 25) minutes of the
person’s path using the Baseline tool before transitioning to an
irrelevant camera view. At this point, the user backtracked and

any camera in an on-demand fashion, without any additional
hardware and minimal software configuration.
The software was designed to support security operators by
reducing workload and mental burden. The tools are flexible
and can be used on many scene types and for unpredictable
tasks. Common forensic review tasks are expedited, including
abandoned item alarm resolution, visual search and review,
and multi-camera tracking.
Laboratory experiments have shown significant time savings. Ongoing developmental test and evaluation at operational
mass transit facilities has shown promise for expediting forensic investigations and daily alarm resolution, with anecdotal
evidence suggesting that complex tasks that usually take hours
can be completed on the order of minutes when using the
FOVEA tool suite.
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