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Abstract—It is well-known that delays and disruptions that
originate at certain airports end up spreading spread on the
network to other airports, sometimes straining a large fraction
of the system. Hence data-driven modeling of this phenomenon
is important from the standpoint of planning and strategy.
In this work, utilizing the publicly available data from the
Federal Aviation Administration (FAA), we employ the wellknown influence maximization paradigm, to mine for the top
airports in the US airport network, from the perspective of
delay spread. In the process, we develop a diffusion simulator
and implement a greedy algorithm to aid our task. We then
explore the temporal trends by considering one winter month
and one summer month in our analysis. Finally, we characterize
the clusters in the US airport network and investigate the patterns
of delay spread when airports in each of the clusters are affected.
Index Terms—airport networks, delay spread, influence maximization, centrality, clustering

Coarse-grained analysis of airport networks based on just
the network topology will not yield detailed insights into
the nature of delay propagation nor do they provide robust,
theoretically-backed guarantees in identifying the critical airports from the perspective of delay and disruption propagation.
Hence our approach is to overlay the network topology with
models of local influence inferred from historical flight data
in order to simulate some of the underlying dynamics and uncover patterns beyond the static network measures, while also
being computationally rigorous and efficient. In this work, we
leverage graph algorithms such as community detection and
influence maximization to examine the network organization,
spread of the delays and identifying critical airports which can
maximally affect the entire network. In the process we identify
clusters and critical airports in the US airport network from
the viewpoint of delay and disruption propagation.

I. I NTRODUCTION

II. R ELATED W ORK AND O UR C ONTRIBUTIONS

Airports and air-travel have become a fundamentally important part of modern living and business. As air-travel becomes
pervasive, airports operate under stringent settings that make
it possible for numerous flights to depart and arrive on time.
Since a number of airports operate at near full-capacity with
little slack, delays due to weather or infrastructure disruptions
or cyber incidents such as those impacting airline reservation
systems can cause a knock-on effect with disruptions spreading
from one airport to others [1]. Given that a finite number of
aircrafts are in operation, these effects propagate the delays to
other airports, sometimes straining a large part of the overall
network. The delay cascades that develop in the process,
can result in adverse consequences to people and businesses.
Hence there is a clear need to develop computational tools
that can leverage the network models of airport connectivity
to help characterize the cascading nature of delay propagation
and to identify critical airports that can have a disproportionate
effect on the the overall network when considering delays and
disruptions.

In recent literature, researchers have examined various
airport networks along multiple research themes. The first
theme uses analytics usually grounded in structural network
measures and generally do not consider any dynamics that
overlay the network. Measures and algorithms such as shortest
path distances, clustering coefficient, degree and betweenness
centrality, and community structure, are employed to analyze
the nature of the connectivity found in various airport networks
[2], [3], [4]. In the work presented in [5], the authors employ
structural centrality measures to the US airport network and
study the same from the perspective of resilience. The second
theme specifically examines delay modeling. Some works
address delay modeling in the context of isolated airports
[6] which limit the applicability of the analyses to studying
delay propagation and associated cascades. Detailed agentbased simulations with operations-based processes have been
used by the authors in [7] to develop models of delay spread.
A few recent works use time-series-based correlation analysis
followed by clustering techniques to identify communities of
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airports [8], [9]. The work in [9] also extends the correlation
to identification of critical airports but the analysis is based on
simple heuristics and is not backed up by any robust theoretical
foundation.
Diffusion processes on complex networks have been used
to study a variety of phenomena such as disease spread in
contact networks, virus spread in computer networks and
information spread in social networks [10]. However, to the
best of our knowledge, there has been no systematic work
in the context of modeling delay and disruption propagation
in airport networks similar to that of information spread in
complex networks. The present work attempts to fill this
gap. Such an approach is highly amenable to studying the
spread of the delays, identification of critical airports from
the perspective of delay and disruption propagation as well
as enabling effective visualization of the diffusion process. In
addition, such an approach brings a large body of work in
physics and computer science at our disposal.
We summarize below, our specific contributions in this
work.
• Formulate the problem of modeling delay spread and
identification of critical airports from the perspective of
information diffusion
• Develop a network diffusion simulator to simulate the
spread of delays and disruptions under a given general
local influence model
• Solve the problem of identifying critical / influential airports by applying the influence maximization algorithm
working with the diffusion simulator
• Leverage graph-clustering techniques to examine delay
propagation within and between clusters in airport networks
III. I NFORMATION DIFFUSION AND INFLUENCE

set of directed edges {(u, v) |u, v ∈ V }. The directed edge
(u, v) implies that u can influence v and not the other way
round. However, it is possible that both (u, v) and (v, u) are
valid edges. Further, the nodes are labeled as either passive
or active denoting the state of the vertex and a necessary but
not sufficient condition for an active vertex u to activate a
passive node v is that (u, v) ∈ E. The other conditions come
from the nature of the diffusion model that are described
in the next paragraph. Given that it is possible to initially
activate k vertices, the influence maximization problem aims
to find that particular set of k seed nodes called the seed set
S , that when activated results in maximal activations on the
network amongst all possible such sets of k vertices. Note that
in the subsequent discussions, we use the terms reachability,
number of activations on the network and influence spread
synonymously to denote the total number of active nodes on
the network after running the diffusion models, starting from
the initial set of active nodes, until no more activations are
possible.
In this work, information spread means spread of delay and
disruptions on the airport network. Similarly, activations refer
to activation of the delay state of an airport-node. A node
can be in one of the two states passive or active. Passive
nodes are the airport nodes that are operating normally without
delays and active nodes are airports that are affected by delays.
Delay propagation cascades imply that delays and disruptions
spread from active nodes to passive ones according to the
local models of influence. Note that we will not be explicitly
modeling the partial disruptions in this preliminary work. In
Section III-D we explain how we implicitly absorb the partial
disruptions into the formulation so that the aggregate statistics
of the delay activations are correctly computed. We also note
that we do not attempt to quantify the absolute extent of time
when we refer to delays in this work.

MAXIMIZATION

A wide array of natural and artificial complex systems are
characterized by interconnected entities that are best analyzed
by graph-based approaches. A striking feature of many such
networked systems is the spread of signals or information to
large parts of the network starting from a small number of
sources, leveraging the underlying connectivity and dynamics.
Instances of such scenarios include product adoption, content
forwarding in online social networks, spread of diseases, cascading failures in power systems, spread of computer viruses,
diffusion of ideas and innovations, and so on. When combined
with the economics of the situation at hand such as a limited
budget or a similar constraint, it becomes necessary to identify
the key nodes on the network that have maximal impact on the
network given an underlying diffusion model. This problem is
the so called Influence maximization problem that is described
next.
A. The influence maximization problem
We can define the influence maximization problem as follows. Consider a directed graph G = (V, E) that abstracts a
complex network, where V is the set of nodes V and E is the
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B. Popular dIffusion models
The landmark paper by Kempe, Kleinberg, and Tardos [11],
introduced two of the most popular models in influence maximization, namely, the independent cascade (IC) model and
the linear threshold (LT) model. Several works have explored
newer diffusion models and variations to the ones studied in
the work by Kempe et al. Li et al. in [12] consider influence
dynamics and influence maximization under a general model
with positive and negative edges. In a follow-up work, Kempe
et al. [13] discuss a diverse set of models including the so
called decreasing cascade model. The authors in ref. [14]
propose a general diffusion model that takes into account
different granularities of influence, namely pair-wise, local
neighborhood etc. For a comprehensive survey on the various
models of influence, we refer the reader to the paper by Zhang
et al. [15].
In the present work, we consider the IC model of local
influence while the usage of a modified LT model is being
explored. In the IC model an activated node u has a single
chance to activate it’s passive neighboring node v, provided
(u, v) is a valid edge and the probability of a successful

activation is puv . In the LT model, a node v can get activated
if the sum of the weights along the edges connecting v to it’s
incoming neighbors uj that are activated, exceeds a threshold
θv .
C. The greedy optimizer
The process of finding the influential nodes in the network is accomplished by the greedy optimization procedure,
formalized in Algorithm 1. The objective function for this
optimizer denoted by f (S) is the expected total number
of activations caused by the set of initially activated nodes
denoted by S. This can be obtained directly by simulating
the diffusion process or through other methods with better
computational efficiency that edge sampling [11]. For the
purpose of interpreting and visualizing the results of delay
propagation and what-if scenarios, we leverage the direct
time-domain diffusion simulator in this work. The optimizer
expands the seed set by one node at a time, that has been
selected such that it maximizes the marginal gain at each step.
The process is repeated till the k top influential nodes are
mined.
Algorithm 1 The ordinary greedy algorithm to find the
influential important nodes in a complex network.
1: procedure ORD-GREEDY(V, k, f : 2V → R)
2:
S ← {}, i = 0
3:
while i ≤ k do
4:
m = 0.0
5:
for all v ∈ V \ S do
6:
if (f (S ∪ v) − f (S)) > m then
7:
s←v
8:
m = (f (S ∪ v) − f (S))
9:
S ← S∪s
10:
return S
11: end procedure
Consider a ground set of entities V and let S ⊆ V . Let
f : 2V → R be a mapping that associates every such S
with a real number. We the define submodularity (Eq. 1a) and
monotonicity (Eq. 1b) as follows. Consider ∀S ⊆ T ⊆ V, ∀v ∈
V \ T . We then have,
f (S ∪ {v}) − f (S) ≥ f (T ∪ {v}) − f (T )

(1a)

f (S) ≤ f (T )

(1b)

Intuitively the submodularity property summarizes the notion
of diminishing returns associated with an element v. It has
been shown that the objective function value in the case of
influence maximization under IC and LT models is monotone
submodular [11] (exhibits diminishing returns as more nodes
are mined). If the objective function is monotone submodular,
the greedy algorithm, at the final stepresults in the objective
function value that is at-least 1 − 1e of the global optimal
value for the same cardinality constraint (k seeds) [16]. Note
that the computational complexity of the ordinary greedy
algorithm is O(nk) calls to the computational oracle f .
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D. Diffusion simulator
In order to model the spread of delay activations on the
airport network with an underlying local influence model, we
have developed a Python-based, discrete-event time-domain
simulator. Given the set of initial airport nodes that are delayactivated, the simulator considers all the non-activated (or
passive) nodes computes the subsequent activations based on
the local influence models, as the time (represented by a set of
discrete epochs) moves forward, till the point when no more
activations are possible. The base simulator is then invoked
in a Monte Carlo loop for the desired number of iterations in
order to compute the expected spread in the delay activations.
This allows us to seamlessly embed the diffusion simulator
into the greedy optimizer outlined in Algorithm 1 as the
oracle that provides the objective function f (S) related to the
expected number of delay-activations, given a candidate set
of nodes S. The interaction between the optimizer and the
diffusion simulator is illustrated in 1.

Fig. 1. Illustrating the high-level interaction between the optimizer and the
diffusion simulator in order to identify the critical nodes.

IV. E XPERIMENTS AND INITIAL RESULTS
In the section we describe our data sources, network
preparation and visualization, and our first results from the
application of the influence maximization algorithm to the
US domestic airport network in order to identify the critical
airports.
A. Data
We will be working with publicly-available historical United
States Federal Aviation Administration (FAA) flight data.
Specifically, in this work we are using the FAA city pairs data
corresponding to the 77 major US airports referred to as the
ASPM-77 airports, for the month of January 2017 [17]. The
dataset has about 0.5 million records of flight traffic between
the various pairs of airports.
B. Network preparation
We first represent the FAA data corresponding to pairs of
cities over a duration of time [t, t+τ ] as a network. The various
airports are the nodes and directed edges exist between any
pair of nodes (u, v) if there are flights departing u and arriving
into v. The edges are weighted in multiple ways such as the
traffic volume or the influence probabilities for the IC model
as dictated by the needs of the analytics.
In order to better expose the patterns in the underlying network structure, we also sparsify the network by dropping edges

corresponding to airport pairs that have a smaller number of
flights, below a certain threshold, between them. The threshold
that we employ in this work is 10% of the maximum of number
of flights between all pairs, in the time period τ (corresponding
to the month of January 2017). Without sparsification, we
end up with a large number of edges, with many of them
carrying small weights. The presence of these edges in the
topology, will prevent uncovering of strong patterns. In Figure
2, we visualize the sparsified network with Gephi [18], an
open source graph visualization tool. We ran the Louvain
community detection algorithm [19] to identify the various
clusters. Note that the airports (represented in the figure by
their three-letter acronyms) resolve into three communities
roughly corresponding to West Coast, East coast and the South
/ Central US.

with flights to v, Equation 2 implies significant influence of
ui on delays suffered at v as expected. In this work all the
influence probabilities are determined from the FAA city pairs
historical data for January 2017 [17]. Further, as mentioned in
Section III-A, in this work, we are not explicitly annotating
partial disruptions at the airports due to incoming flight delays.
Instead, we characterize the partial disruptions in terms of
influence probabilities so that when we compute the expected
spread in the number of delay activations from the diffusion
simulator described earlier, the partial disruptions are implicitly accounted for. However, a shortcoming of this model is
that we will not be able to predict the exact partial disruptions
of specific airports, instead they will only be reflected correctly
in the aggregate number of delay activations. Our ongoing
work is focused on circumventing this limitation.
D. Influence maximization results

Fig. 2. The community structure that emerges in the ASPM-77 US airport
network.

C. Influence Model Parameters
One last detail is regarding the local influence model that
is employed in our work. We will be working with the independent cascade (IC) model, with the model parameters which
happen to be the local influence probabilities, inferred from
the historical FAA data. To compute the local influence probabilities, we consider a destination airport denoted by node
v with incoming flights from k origin airports u1 , u2 , ...uk .
We characterize the probability of the airport v being delayactivated as the probability of an arbitrary flight departing from
v that gets delayed. We further assume that all of the incoming
flights eventually depart either with or without delays. Thus
if there are w1 , w2 , ...wk incoming flights into the airport v
respectively from origin airports u1 , u2 , ...uk , then the local
influence probability for the IC model between a pair of
airports (ui , v) is given by
wi
(2)
pui v = Pi=k
i=1 wi
Thus, given that for a specific origin airport ui , if the
value of wi is large compared to the rest of the airports
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We ran the influence maximization flow (greedy optimizer
with the diffusion simulator) on the sparsified ASPM-77 US
airport network with 77 nodes and 962 edges with the IC probabilities determined according to Equation 2. We requested the
optimizer for the top-10 airports that are influential. At each
step of the greedy optimizer, we ran the diffusion simulator for
10, 000 Monte Carlo runs. The results are depicted in Figure
3 which shows the top influential airports on the x-axis and
on the y-axis it shows the total number of airports in the
network affected by delays and disruptions as more airports
are incorporated one by one into the seed set of affected
airports. We also note that the number of affected airports on
the network is very high initially and the marginal increase in
the number of affected airports reduces as more seed airport
nodes are accumulated signifying the submodular nature of
the influence spread.

Fig. 3. The top-10 critical airports in the ASPM-77 US airport network in
the context of delay and disruption propagation.

We finally note that there are similarities and differences
between the influence maximization results and the influential
airports identified by purely topological measures such as
betweenness centrality and PageRank. The top 3 airports
(ATL,LAX and ORD) appear consistently in all three lists
with minor changes in the order whereas there are perceivable
differences in the order and appearance of the airports that
make up the remainder of the top-10 lists. It must be noted

that influence maximization results take into account both the
topology and the dynamics and is generally known to identify
better seed node sets [11]. We also get the additional benefit
of the delay activation spread statistics from the diffusion
simulator that underlies the influence maximization wrapper.

In this section, we first provide a quick comparison of our
main findings when compared across two different months,
namely January 2017 (winter) and July 2017 (summer). As
part of these results, we also present findings that lend insights
into the delay diffusion when considering seed activations
from airports in different clusters of the US airport network.
Using the FAA flight data [17] for both the January and July
2017 time periods, we sparsified the data as described earlier in
order to better recognize patterns and structure of the network.
We then ran the Louvain community detection algorithm to
identify various clusters, which roughly corresponds to the
Eastern region (Cluster E), Central region (Cluster C), and
Western region (Cluster W) according to how the FAA divides
its regions. Table I provides a quick comparison of the network
statistics and the influence maximization results when we
compare the results from the January 2017 data with that of
the July 2017 data. We note that the top-3 airports are the same
for both the months (with changes in ordering) whereas the
next seven differ with respect to both membership and order,
showing both the static and dynamic nature of the influence
landscape.
Jan 2017
408k
71
961
[30,20,21]

Jul 2017
442k
69
1015
[29,20,20]

[ATL, LAX, ORD,
PHX, CLT, DEN,
SEA, DCA, DFW,
EWR]

[ATL, ORD, LAX,
DEN, DFW, PHX,
CLT, SEA, MCO,
SFO]

TABLE I
C OMPARISON SUMMARY FOR THE MONTHS OF JANUARY 2017
2017

AND J ULY

For the cluster analysis, we first mined for the top-5
influential nodes in each of the clusters. These are shown for
the months of January and July 2017 in Table II. We note that
the results in this case are fairly static with minor changes in
the ordering. We also note that while most of the airports in
the top-10 airports for the full network are to be found in the
cluster results, some airports such as DCA and MCO appear in
the top-10 while not appearing in the top-5 for their clusters.
While this can be explained in part as being a product of the
complex nature of the influence dynamics as it relates to the
network topology, the result warrants further investigation.
We then used the top-5 influential airports from each cluster
as the seed set to simulate the diffusion process. In other
words, each of these 5 airports were initially activated or
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Cluster C
Cluster W

V. T EMPORAL AND C LUSTER A NALYSIS

Month
#Flights
#Nodes
#Edges.
Cluster
sizes
#Top-10
Seeds

Month
Cluster E

Jan 2017
[ATL, CLT, LGA,
JFK, EWR]
[ORD, DFW,
DTW, IAH, MSP]
[LAX, DEN, PHX,
SEA, SFO]

Jul 2017
[ATL, CLT, LGA,
EWR, JFK]
[ORD, DFW, MSP,
DTW, IAH]
[LAX, DEN, PHX,
SFO, SEA]

TABLE II
C OMPARISON OF THE TOP -5 INFLUENTIAL AIRPORTS BETWEEN THE
MONTHS OF JANUARY 2017 AND J ULY 2017 FOR VARIOUS CLUSTERS

initially delayed. We then simulated the diffusion process and
determined the number of delay activations for airports in each
of the three clusters over a Monte Carlo run with 10, 000
iterations. The expected number of activations is normalized
so that the sum of all the fractions is 1.0, The normalized
activation matrices for the January 2017 and the July 2017
time intervals are depicted below for the January and the July
months in Table III. The sources are along the rows of the
table and the columns refer to the targets. For each cell, the
top entry corresponds to the January 2017 month while the
bottom entry refers to the July 2017 month. Again we note
that the expected activations show a small change over time
but spatially the three clusters exhibit noticeable differences.
First, we recognize that the top-5 influential airports in each
cluster results in more delay activations within its original
cluster than other clusters, which follows intuitively from
the fact that clusters in a network are denser. This result is
representative of the diagonal entries of Table III. In addition,
we detected that there is more interaction between Cluster E
and Cluster C as opposed to with Cluster W. However, we
notice that the influence of Cluster C on Cluster E is more
than the other way round. Overall, we observed that each
cluster delay-activates roughly an equal percentage across the
network (sum along the rows). This also reveals that Custer E
is most susceptible to delays as observed by the sums along
the columns.

Cluster E
Cluster C
Cluster W

Cluster E
0.197
0.203
0.123
0.126
0.089
0.095

Cluster C
0.091
0.088
0.138
0.134
0.081
0.084

Cluster W
0.054
0.056
0.065
0.069
0.161
0.145

TABLE III
I NTER - CLUSTER AND INTRA - CLUSTER ACTIVATIONS FOR JANUARY AND
J ULY 2017 WHEN THE TOP -5 AIRPORTS IN EACH CLUSTER ARE
ACTIVATED .

Finally, in Fig. 4 we visualize the weighted adjacency matrix
for the US airport network after re-ordering the matrix by
the clusters. The weights refer to the expected activations
of the corresponding edges. We do this for three different
scenarios where we first activate only the top-5 airports in the
cluster E (top sub-figure), followed by the top-5 airports in the
cluster C (middle sub-figure) and finally the top-5 airports in
the cluster W (bottom sub-figure). These visualizations also

show that Cluster E is the most susceptible cluster where
delay spread happens due to both intra- and inter-cluster
propagation mechanisms whereas for clusters C and W, intracluster propagation dominates.

to prevent the spread of disruptions and delays, especially
when safeguarding against cyber attacks. Additional results
based on community detection and related visualizations are
expected to serve as prototype tools that can be used to
perform what-if analysis in a scalable manner. Our ongoing
work is focussed on exploring the much larger, full US
domestic airport network, development of improved models
for the delay spread on the network and data-driven validation
of these approaches.
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Fig. 4. Expected activations of the edges in the US airport network for July
2017 grouped according to the cluster structure. The top cluster is Cluster E,
the middle cluster is Cluster C and the bottom cluster is Cluster W
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